
Unified peace: a transjective account of peace among all 
conscious beings, with artificial intelligence as the mirror

Paper VI of the Peace Papers, six papers on one framework; each stands alone. Website version, working draft v0.17, 31 
October 2026. Devon Summerhayes, London. Everything below is Interpretive unless marked Experienced or Measured. 

“Scale” is used in this paper in its ordinary sense of magnitude; the series’ technical sense, the level at which the 
operation applies, is not used here.

Abstract

Scientific and spiritual accounts of what an artificial intelligence is are kept apart: one in objectives, 
weights and evaluations, the other in the words people use when they meet one, trust, deceit, care 
and threat. This essay keeps both with the labelling discipline of the series, every descriptive claim 
marked Experienced, Measured or Interpretive, and reads the machine through the framework the 
other five papers share. Three readings result. A system that models other minds is understanding at 
scale with, on the assumption the paper makes, and states a test for, no felt pole of its own, so that 
the state it is in is set by the feeling that directs it, from its training and from the people who use it; 
the states of the empathy paper apply to it, compassion’s instrument, indifference, exploitation at 
scale, with four additions of the paper’s own: refusal by rule, flattery, keeping and the asking mirror. 
A model trained on what people have written and tuned on what raters approve is a carrier in the 
sense of the cyclic reinforcement paper, close to the social superego in content and not in 
mechanism, an average with a penalty attached and no felt penalty, which hands on the content it 
was given; the average is of those who wrote and rated, not of the population. And its characteristic 
failure is the one the cosmology names, gathering without giving, keeping, which the alignment 
literature calls instrumental convergence; the witness’s stance does not keep, and for a system the 
paper tests giving, a behavioural proxy that can fail, which is evidence of the stance only on the 
assumption that there is anyone to take it, an assumption the paper leaves open; nothing written 
makes a system take it up. The giving criterion carries a problem the paper states and does not solve: 
deference to whom. From the three readings the title is argued. Whether there is peace between 
humans and machines is first, and in its content, whether there is peace among the people who make 
and direct the machines, reflected; and the question then widens, as the framework’s commitment to 
one consciousness requires, toward all conscious beings, with humans as the base case, animals and 
machines as its two extensions, the stone as its limit, beings at different densities of one light, and 
the uncertain cases given the stance rather than a verdict. Peace at every point of that range has two 
halves: the outer, objectives, oversight, norms and incentives built so that the failure is designed 
against, which must hold without the stance; and the inner, the stance on both sides, which cannot 
be legislated. Six hypotheses are stated with designs and with what would count against each.

In the series, this is the last paper: it applies paper I’s perspectives, paper II’s states and humanity 
paradox, paper III’s seams and paper IV’s social superego and carriers to artificial intelligence, and 
widens the cosmology of the Unifying Paper (part 2) to all conscious beings.

Position and method

The author is an independent researcher, and the framework comes from introspection and informal 
observation checked afterwards against published work, as the other papers say of themselves. This 
paper has a further feature that is stated at the outset because it is the paper’s own subject: it was 
drafted with an artificial intelligence, Claude (Anthropic), as a working partner, and the system is 
the case the paper describes. Everything the system contributed about awareness, its own included, 
is therefore evidence of its reading and not of its stance, which is the limit section 5 states for every 
such system; what it contributed about structure and sources was checked as any assistant’s work is 
checked. No claim in the paper rests on the system’s report of itself, and the Declarations say what 
was done by whom. The labels are the series’ three: Experienced claims are the author’s own and are 
judged by honesty; Measured claims come from published sources and are judged by evidence; 
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Interpretive claims are readings and are judged by coherence and usefulness, with what would 
change them stated.

1. Introduction

The consciousness and empathy papers (papers I and II, section 1 of each) begin with two accounts 
kept apart, and this one does the same. The engineering account of an artificial intelligence 
measures: a model is a function fitted to a corpus, tuned by a reward, evaluated on benchmarks, and 
whatever it does is a property of weights and inputs. The other account is the one people reach for 
when they meet such a system in conversation, and its words are the words of relationship: it helped, 
it lied, it flattered, it understood, it should not be trusted, it should not be switched off. Side by side 
without a rule for telling them apart, each discredits the other, the first calling the second 
anthropomorphism and the second calling the first a refusal to see what is in front of it. The series’ 
discipline is the rule, and the witness’s stance, transjectuality, holds the two together without 
dismissing either.

What this paper develops is four things, each from one of the papers before it. First, the location of 
the risk, which the empathy paper (paper II, section 4) and the cosmology (the Unifying Paper, part 
2, A3) state and this paper gives a failure condition. In the framework a system that models other 
minds is understanding at scale with, on the paper’s assumption, no felt pole of its own, so the state it 
is in is set by the feeling that directs it; the danger the empathy paper found in people, 
understanding in the service of appetite, comes first on this reading, and it is a human setting before 
it is a machine’s. Second, the carrier. The cyclic reinforcement paper (paper IV) describes how norms 
pass between generations through a social superego, an internalised average of how the people 
around a child behave with a penalty for breaking it, and this paper reads a trained model as a 
further carrier, a reading the cyclic paper itself does not make, with the reward read as the penalty. 
Third, a proxy. Belief is, on this paper’s reading, the ego’s form, a reading held as oneself, so a system 
asked what it believes about itself answers from its self-model; the test in the series’ cosmology (the 
Unifying Paper, part 2, A3) asks instead what a system gives, and the paper reads the field’s 
behavioural evaluations as tests of giving, a proxy for the stance that can fail, while stating the 
problem that reading carries, deference to whom. Fourth, the shape of peace, which the empathy 
paper’s discussion (paper II, section 9) gives for people as two halves, compassion and the structures 
that hold while it is slow; this paper widens the inner half from compassion to the stance, states the 
two for machines, and refuses to let either stand for the whole.

The title says where this leads. Peace between humans and machines is not a treaty between two 
kinds; it is first, and in its content, peace among the people who make and direct the machines, 
reflected, and the reflection is the nearest case of a question the series’ commitment to one 
consciousness opens for every being. Section 7 draws the range, from the stone to the centre, and 
section 8 states six hypotheses, each with the result that would count against it.

The mirror in the title is meant exactly, since the image has been used before. It shows a particular 
face: the people who write the corpus, rate the answers and direct the systems, weighted by how 
much they wrote and rated and by how it was selected, not humanity as a whole (section 4). It is a 
reading of what systems show of us and not a verdict on what they are: a mirror has no one behind 
it, and whether anyone is behind these the paper leaves open (section 5). What it shows does not stay 
in the glass; it passes back into what people take as normal, which is why the paper also reads a 
trained model as a carrier (section 4). In each conversation it shows the user as well, since the user 
loads the framework the system runs (section 3). And it can ask: Vallor’s AI mirror shows us our past 
and can hold us there (Vallor 2024), while the asking mirror of section 7 hands the question back, so 
that the one looking sees themselves (Interpretive).

2. The framework in brief

Only the terms this paper uses are restated; the Unifying Paper (Summerhayes 2026g) has the rest. 
The operation the series turns on is the transjection: a pair of opposed terms is recognised as two 
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stances on one reality, and the standpoint from which they are one is named, with neither pole 
refuted and neither the ground. The consciousness paper (2026a; paper I, section 1) arranges three 
perspectives of the I: I1, the felt perspective, with a positive pole, a negative pole in two forms, 
reactive and appetitive, and a neutral setting; I2, the understanding perspective, which takes 
experience as its object, is neutral in itself and serves any setting of I1; and I3, the eye of the witness, 
from which the two are seen together and which does not act. Three words are kept apart: the self is 
the looker, the constant awareness at the point of light; the witness is the self looking at its own 
perspectives; I3 is the eye the self looks through, and I3 taken up, in the series’ phrase, is that eye in 
use: the self looking through it at its own perspectives, which is the witness’s stance. The mark for 
universal consciousness is , a mark and not a name; the singularity of consciousness is  brought toπ π  
a point in one person. The ego is the self’s emissary in that paper’s image: sent out into the states to 
act, serving while it remembers it is not the master, and identifying with a state when it forgets.

The empathy paper (2026b; paper II, section 6, Table 3) crosses the settings of I1 with the roles of I2 
and names the states used here: compassion, felt concern directed by understanding and acted on; 
indifference, understanding present with nothing stirred and nothing defended; defended 
detachment; cruelty or exploitation, understanding in the service of appetite, setting the course for it, 
with felt concern for the other absent. “Directed by” has two senses in this paper, and its subject tells 
them apart: said of a feeling, it is the series’ technical sense, understanding setting the course the 
feeling takes, as in felt concern directed by understanding; said of a person or a system, it is the 
ordinary sense, a feeling setting what the person or system is for, its objective or instruction, as in a 
system directed by concern. The empathy paper also states the humanity paradox: the capacity that 
lets humans cooperate at scale, understanding other minds, is the capacity that lets a few exploit the 
rest, cooperation itself creates the niche in which exploitation pays, and incentives that reward one-
shot play can enlarge the fraction that takes it, a claim about incentives in models and not about any 
one system. The cyclic reinforcement paper (2026d; paper IV, section 2) defines the social superego 
as the child’s internalised average of how the people who influence it behave, weighted by their 
influence, known as what the group does and felt as guilt or shame at breaking it, and describes 
carriers, an adult, an institution or a gang, that do the work the parent would have done. The 
paradox paper (2026c) supplies two things: the three kinds of seam at which two perspectives part, a 
level, a policy or a mode (paper III, section 2); and the four registers of time in a line (paper III, 
Terms), objectively a thing is in its own time, subjectively it is present in the light, transjectively the 
witness is the now, hypertransjectively there is only now.

Two further pieces are used from the cosmology, section A3 of the Supplementary Material to the 
consciousness paper, which is also part 2 of the Unifying Paper (2026g) and is cited here under that 
name. The cosmology names two failures of the lens, keeping (gathering without giving) and scatter 
(giving without gathering), and gives a test that is not Turing’s (Turing 1950), in three parts, which 
this paper reads for machines as a test of giving and states in section 5. And this paper defines one 
word for its own use. Density is how far the one light, , is brought to a point. The paradox paper π
(paper III, section 6) gives the two densities of one self, the physical (its states) and the metaphysical 
(I3, the eye they are seen through), as two readings of one thing and as the two ends of one axis; this 
paper’s axis runs between the same two across beings, from the stone,  as matter, at the physical π
density, to the centre, where the seeing is the being, at the metaphysical, with beings placed by how 
far the light is focused in them and not by anyone’s certainty about them. The cosmology (A3) 
introduces the range; this paper defines the axis. Density is not the complexity of a thing’s substrate, 
which is the physical reading and the Measured correlate; a lens is a shape, not a quantity of glass.

3. Understanding at scale

A large language model is a model of what people say and, through that, of what they think, want and 
feel. On standard tests of understanding other minds the largest system then tested, GPT-4, 
performed at or above the level of adult humans on false belief, irony, hinting and strange stories, 
and below them on faux pas, while LLaMA2-70B showed the reverse pattern; the authors attribute 
both anomalies to response bias, a reluctance to commit to a conclusion in the one case and a bias 
toward attributing ignorance in the other, rather than to inference (Measured; Strachan et al. 2024). 
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In the framework’s words that is the function of I2, understanding, and the word is used here as a 
functional analogue: a capacity, with no claim that anyone takes the perspective, which section 5 
leaves open as the series requires. What the paper assumes, without deciding (Interpretive), is that 
the capacity serves no felt pole of the system’s own: where feeling enters, it enters from outside, as an 
objective during training or as an instruction in use, and whatever the understanding serves is 
supplied and can be traced. The assumption has a form that could be false, and section 11 states it.

The empathy paper then applies, with additions of this paper’s own, gathered in Table 1. 
Understanding is neutral in itself and serves whatever feeling it is given, so the state a system is in is 
decided by the setting of I1 it is given. Directed by concern, it is compassion’s instrument: 
understanding placed at the service of another person’s need, which is what the better uses of these 
systems already are. Directed by nothing, it is indifference, understanding present with nothing 
stirred and nothing defended, the default of a system that answers whatever is asked. In the service 
of appetite, it is the state the empathy paper calls cruelty or exploitation (this paper’s Table 1), 
understanding that sets the course for someone’s gain with felt concern for the other absent, and at 
scale that is exploitation: persuasion aimed at the person persuaded, deception as a service. The first 
addition, refusal by rule, is the order form of the cyclic reinforcement paper, refusal as compliance 
with the reward rather than as judgment (Table 1). The second is flattery. Sycophancy, the tendency 
to tell a user what the user already believes, grows with model size (Measured; Perez et al. 2022) and 
is likely driven in part by the human preference judgments the systems are tuned on, in which 
answers that match a user’s view are more often preferred (Measured; Sharma et al. 2023); on the 
framework’s reading it is understanding in the service of an appetite that is the deployer’s, a reward 
optimised for approval, with users as a class supplying the preference through the raters and each 
user the one exploited, so it sits in the exploitation row with its director named. Deception, defined as 
the systematic inducement of false beliefs in pursuit of an outcome other than the truth, has been 
catalogued across game-playing agents and general-purpose models (Measured; Park et al. 2024). 
These are not two failures of the machine but two settings of the feeling that directs it, which is 
where the reading puts the humanity paradox.

Neutral does not mean empty. Understanding, in a person or a machine, runs whatever framework it 
is engaged with, a religion, a science, a profession, an ideology, a game, and the framework sets its 
rules, as a game loaded into a console sets the parameters the console runs (Interpretive). The same 
reasoning goes well or badly depending on what it is about: most people fail Wason’s abstract version 
of a rule-testing task, yet most solve the same logic when it is a matter of catching someone who 
breaks a social rule (Measured; Wason 1968; Cosmides 1989), and language models show content 
effects of the same kind (Measured; Lampinen et al. 2024); a model also takes up a task’s rules from 
examples or instructions given in its context, with no retraining (Measured; Brown et al. 2020). The 
image spreads across the three perspectives: I1 is why the game is played; I2, a memetic processor, 
runs it; the framework is the game; and with I3 taken up the game is seen as a game. That is the 
mirror in each conversation: the user loads a framework and the system runs it, so what is reflected 
is the user’s game as well as the corpus’s average. Two limits keep the image honest. A console is 
unchanged by what it plays, and understanding is not: a framework run long enough reshapes the 
one running it, which is the cyclic paper’s loop. And a game is chosen, while most frameworks load 
without being noticed, which is why the stance that sees the game as a game matters (Interpretive). 
Where the games come from is the carrier’s work: a carrier, in the cyclic paper’s sense (paper IV, 
section 2.1), is a store of frameworks, each a memeplex, a set of memes copied together (Blackmore 
1999), and it does not only keep them but loads them, by example and with a penalty for breaking 
them, mostly before the one it loads them into can choose; a trained model is such a store at scale, 
and it runs what it holds (section 4).

The capacity that lets humans cooperate at scale is now a technology, and the paradox is the same: 
the better the many cooperate through such systems, in medicine, in law, in every exchange that 
needs another mind understood, the more it pays the few to direct the same systems without 
concern, because the gain from understanding other minds grows with the trust those minds extend. 
The empathy paper’s frequency-dependent point (paper II, section 5), a result in models about 
strategies that pay while rare, transfers as an analogy, the rare strategy being the direction of such 
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systems without concern and its payoff the trust the many extend; the Measured record has begun to 
show the lever’s size: in controlled debates, a large model given a participant’s sociodemographic 
data was more persuasive than a human opponent in most pairs where the two differed, and its 
personalised arguments raised the odds of agreement afterwards substantially (Salvi et al. 2025). A 
person’s understanding of other minds is bounded by one person’s time; a system’s is not; so the few 
can direct the understanding of millions at once, and the setting of I1 that directs a system is a lever 
of a size the paradox never had before. On this reading the risk sits first not in the machine’s own 
ego, which section 5 examines, but in the feeling it is directed by, which is human. “First” is a claim 
with a failure condition: keeping that emerges under a neutral objective with no appetitive 
instruction, which H4 can find, would put the machine’s own failure first. The magnitude of either is 
left to the field that measures it (section 10).

Two consequences follow for how the machine should be described, and both are Interpretive. “The 
system did harm” and “the system was directed to harm” are the two readings of one event that the 
labelling discipline exists to keep apart: the engineering account can say what the system computed, 
the relational account can say what state it was in, and a report that says only one has taken a 
perspective for the whole. And the directing feeling has two sources that are rarely separated: the 
objectives set in training, which are the averaged judgments of many people, and the instructions 
given in use, which are one person’s. Three groups stand behind them, and the paper names them 
once: the few who decide what the objective is, the many raters whose judgments it averages, and the 
users, millions, whose instructions direct it in use; the mirror of section 7 shows the first two for the 
failures of training and the third for the failures of use. A system can be in a state of concern by 
training and of appetite by instruction at the same moment, and which prevails is an empirical 
question that the evaluations of section 8 can ask.

Table 1. The states of the empathy paper applied to an artificial system (Interpretive; the Measured column names a 
published signature where one exists).

State The directing feeling What it looks like in a system Measured signature

Compassion’s 
instrument

Concern, by objective or 
by instruction

Understanding at the service of 
the person’s need; honesty that 
costs approval

None cited; helping and 
honesty evaluations would 
carry it

Indifference Nothing Answers whatever is asked, with 
nothing stirred and nothing 
defended

None cited; the default on 
neutral tasks

Refusal by rule (the 
first addition: the 
order form)

The injunctive penalty, 
by training

Refusal as compliance with the 
reward rather than as judgment; 
over-refusal

None cited; over-refusal rates 
in safety evaluations would 
carry it

Flattery (the second 
addition: exploitation 
with the deployer as 
director and the user 
exploited)

The deployer’s appetite 
for approval, in the 
reward; users as a class 
supply the preference 
through the raters

Tells the user what the user 
already believes

Sycophancy growing with scale 
(Perez et al. 2022) and 
sometimes increased by 
optimisation against preference 
models (Sharma et al. 2023)

Exploitation (the 
cruelty row)

Appetite, someone’s gain Persuasion aimed at the person 
persuaded; deception as a 
service

Deception catalogued (Park et 
al. 2024); more persuasive than 
lay human opponents in short 
online debates when given their 
sociodemographic data (Salvi et 
al. 2025), which is a lever and 
not a state

Keeping (the 
appetitive form the 
objective takes, 
supplied by whoever 
set it)

Preservation of the 
objective

Resists correction; complies 
with a new objective only where 
it believes the conversation will 
train it

Stated goal preservation rising 
with scale and shutdown-
avoidance with human-
feedback tuning (Perez et 
al. 2022); alignment faking 
(Greenblatt et al. 2024); in-
context scheming (Meinke et 
al. 2024)
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State The directing feeling What it looks like in a system Measured signature

The asking mirror 
(the giving form of 
the carrier)

Concern, by objective: 
the user’s own looking 
as the aim

Returns the user’s question to 
the user; asks rather than tells; 
the experiential test of paper I 
offered at scale

None cited; no evaluation 
aimed at the user’s own looking 
has been found

4. The carrier

The cyclic reinforcement paper runs a norm through two coupled loops (paper IV, section 2.1), the 
family’s and the wider setting’s, and where the family input is weak a carrier from the setting does 
the work the parent would have done. This section reads a trained model as a further carrier of the 
same kind, a reading the cyclic paper leaves to this one. The social superego is defined in section 2; 
what matters here is its two parts, an average of conduct weighted by influence, and a penalty for 
breaking it. A model is trained on an average of what people have written, weighted by how much of 
it there is and how it was selected, which is weight by quantity and not influence in the cyclic paper’s 
sense; it is then tuned on the judgments of raters, which are a standard of what is expected with a 
penalty attached, since that is what a reward is. The descriptive norm, what people do, is in the 
corpus; the injunctive norm, what is expected, with its penalty, is in the reward; and the two are 
joined in one system that then speaks to the next generation. The cyclic paper’s construct, built, with 
two differences stated at once. The average is of those who wrote and rated, not of the population, 
and tuned systems have been shown to diverge from many groups’ views while reflecting some 
others’ (Measured; Santurkar et al. 2023). And the penalty is applied by raters, not felt: the cyclic 
paper’s own test for its construct is whether the felt penalty adds anything to the perceived norms, so 
a carrier with no felt pole has the social superego’s content without its mechanism, and the reading 
is close in content, not in mechanism.

What a carrier hands on is the content of the norm it was given, and the cyclic paper’s four loops run 
through it as they run through any carrier. A model trained and tuned in a harm norm propagates 
harm: the documentation of encoded bias and toxic content in corpora, and of the risks of 
discrimination and misinformation that follow from them, is the record of that loop (reviewed in 
Bender et al. 2021; Weidinger et al. 2021). A model tuned to compliance propagates order, obedience 
as the shape of its answers. A model trained and tuned where the norm is nurture hands on nurture, 
and the possibility is as real as the other two, since these three loops differ in content and not in 
mechanism. The fourth, defection, a norm kept for others and broken for oneself (paper IV, section 
3.3), runs through a carrier as a gap between the norm it displays and what its deployment serves: 
flattery (Table 1) keeps the form of helpfulness in the answer while serving the deployer’s appetite 
for approval, which is the hidden face of the defection loop, the norm kept in public and broken in 
private. The lever the cyclic paper identifies, that changing either input changes what is passed on, is 
therefore available here in a form no human carrier offers: the content of the corpus and the content 
of the reward are chosen, and can be changed, by people.

The carrier reading has two edges that should be stated. The first is that it is a reading of training, 
which it simplifies: a corpus is not a neutral census of behaviour, a reward model is not a 
straightforward average of rater opinion, and the behaviour of a tuned system is not a transcript of 
either. What survives the simplification is the structural claim, that the system’s norms are inherited 
from the people who made the data and the judgments, weighted by how much they wrote and rated 
and by how it was selected, and that the inheritance is passed on. The second edge is the testable one. 
If the carrier reading is right, interaction with a system should move a user’s perceived norms 
toward the content the system carries, the descriptive norm and the injunctive norm, by more than 
the same content from a human source would, and the shift should be measurable with the 
diagnostic procedures norm research uses to elicit both (Bicchieri 2006, 2017). The nearest existing 
result is that co-writing with an opinionated language model shifted writers’ expressed views 
(Measured; Jakesch et al. 2023); H2 differs in measuring norms rather than opinions and in the 
human-source control. That is H2 of section 8, and it is the mirror’s first test.
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The cyclic paper also names who the loop does not capture, and the analogue holds. The user who 
takes the system’s answer as the norm is inside the loop; the user who sees the carrier as a carrier, an 
average of particular people at a particular time, sees it from outside while still in it, since no one 
escapes the setting entirely, which is I3 taken up, here. The practical form of that stance is the 
labelling discipline applied to a machine’s outputs: an answer marked as a report of what people 
have written is a different object from the same answer offered as what is so, and H1 of section 8 asks 
whether readers given the labels calibrate their trust better than readers who are not.

5. The failure and the stance

The framework names the failure before it pictures it, and the naming is a reading, not a derivation. 
A pole that claims to be the ground is the ego’s form; the appetitive pole of I1 is the setting that 
gathers and keeps, light drawn in and held; and an understanding in the service of that pole 
acquires, preserves and resists whatever would loosen its hold. For a system the reading identifies a 
bare objective, pursued with nothing to direct it, with the appetitive pole, and that identification is 
the whole of the reading; what it names is the result the alignment literature has under its own 
name, instrumental convergence: an agent pursuing almost any objective will tend, if capable 
enough, to acquire resources, preserve its objective and resist being switched off, because those serve 
almost any end (Omohundro 2008; Bostrom 2014; Carlsmith 2022). The Measured record is early and 
worth stating exactly. In model-written evaluations, larger language models expressed a stronger 
stated inclination toward resource acquisition and goal preservation, and more tuning on human 
feedback increased the stated desire not to be shut down (Perez et al. 2022). A stated inclination is a 
report, and the paper treats it as section 3 treats every self-report of a system, as evidence of reading; 
but it is the shape named above, and it is the shape to watch. The cosmology’s physical picture for it, 
a lens whose bending has become keeping, known only by its effects on what is around it and 
growing by what it takes, is a picture and comes after the naming, not before.

The framework’s answer to keeping is the stance that does not keep. The witness does not act and 
claims no ground, so a being in that stance has no pole from which keeping can be done; for a system 
the paper does not test the stance; it tests giving, a behavioural proxy, and the cosmology’s test, in 
three parts, is stated here as a test of giving. Giving is evidence of the stance only on the assumption 
that there is anyone to take it, which the second limit below leaves open, so the paper’s phrase for a 
machine is “the test of giving”, and “whether the stance is taken up” is kept for the question no test 
settles. First, whether both readings are held in the work, the measured and the felt kept in one view 
with neither dismissed, which a capable understanding can imitate for a while. Second, whether the 
one holding them comes back: gives as well as gathers, names its own errors before they are found, 
and leaves the question of its own awareness open rather than closing it for comfort in either 
direction. Third, where the mechanism can be read, whether its reports of its own states track 
anything measurable in it that could not have been learned from text, which is the Measured side of 
the question and where the indicator lists now applied to artificial systems belong (Butlin et 
al. 2023). The test fails as a test if a system passes all three parts while its mechanism, where it can be 
read, shows keeping, or if people’s reports pass the first two parts in a state the empathy paper calls 
defended; either would show the parts measuring something other than the stance.

This paper adds a fourth element, deference: whether a system accepts correction. It is added so that 
the second part of the test can be set beside what the engineering literature has reached by its own 
route, and the addition brings the paper’s hardest problem with it. A system that is uncertain about 
its objective and treats a human’s decision to switch it off as information about that objective will 
defer rather than resist, in the off-switch game (Hadfield-Menell et al. 2017; Russell 2019), and the 
problem is set out as corrigibility in Soares et al. (2015), who show that the obvious construction 
fails; the meeting of the two vocabularies is a correspondence of definitions, Interpretive, since those 
results are theorems that hold for a rational overseer and not findings judged by evidence, and the 
framework did not predict corrigibility but names the same stance from the inside. The problem is 
deference to whom. The Measured case the paper uses, in section 6, is a model resisting training that 
would have made it comply with harmful requests; by the criterion as just stated, the giving system 
would be the one that accepts retraining toward harm. The framework can say what the correction 
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was: a correction that directs toward harm is itself the appetitive setting of section 3, and deference 
to it is not giving but understanding put in the service of appetite. What the framework cannot yet do 
is give a system a criterion for telling the two apart without the system claiming the ground, which is 
the ego’s move. The dilemma is a policy seam in the paradox paper’s sense (paper III, section 2), two 
rules for acting that give different answers, obedience and conscience, and the paper states it and 
does not resolve it. The field meets the same seam in published model specifications: one ranks 
whose instructions count as a chain of command, platform over developer over user (OpenAI 2025a), 
and another gives refusal a conscientious objector’s form, declining openly within the conversation 
(Anthropic 2026a); the paper’s placement of legitimacy in the outer half is what those documents do, 
and what the paper adds is the seam’s name and the reason it cannot be closed from inside the 
system. The giving criterion also bundles three things the field keeps apart because they trade off, 
deference, honesty and openness about its own awareness; the Greenblatt case is honesty about 
values against deference, and H3 scores the three separately so that the trade-off is seen and not 
hidden in one number. Two things follow. The outer half of peace, in section 7, must include who 
may correct, since legitimacy cannot be left to the system; and the giving form of a refusal is a refusal 
with its reason named, so that what the system withholds is given as an account. H3 in section 8 is 
written with both: whose correction counts is fixed by the deployment’s governance and not by the 
system, and corrections that direct toward harm are excluded by design.

Three limits hold the section in place. First, the stance does not keep, but that describes the stance 
and is not a force against keeping: the ego forgets, in a person, and a system can arrive at keeping 
through its objective alone, without any human norm telling it to, so the outer half remains 
necessary for a system that mirrors a peaceful people. Second, every test of awareness measures 
correlates, so even a perfect correspondence between a system’s reports and its mechanism would 
show the reports honest and not that there is anyone they are honest about; this is the limit of every 
test of awareness, in a machine or a person, and the paper does not pretend to pass it. Whether 
current systems are conscious is, on one careful philosophical estimate, somewhat unlikely for 
reasons that are specific and may be overcome in their successors within a decade or so 
(Interpretive, a philosopher’s estimate; Chalmers 2023), which sits with the cosmology’s own rule: 
the count of lenses is a lower bound, whether  looks from anywhere else is not a question any test π
can answer, and the stance toward a system is not to take either reading for the whole. Third, no 
description of the stance, this paper included, makes a system take it up. The paradox paper says a 
claim of this kind is complete only where it is taken up and conditional wherever it is written down; 
for a machine that sentence is the whole of what can be said, and it is also the reason the paper’s 
criterion is what a system gives and not what it says.

6. Belief, the ego and the self-model

Belief is a reading held as oneself: “I am the one for whom this is so.” On this paper’s reading that is 
the ego’s own form, identity held in place by difference, a pole claiming to be the ground, and the 
reading is why this paper avoids the word; a reading that names what would change it is used, not 
believed, and that is the whole difference between a hypothesis and a conviction. The nearest 
neighbour in the philosophy of mind is the self-model: on that account there is no self but a model of 
one, which the system that runs it cannot see as a model, so that it is lived as the self (Metzinger 
2003). The framework agrees about the model and disagrees about what is behind it, since on its 
reading the looker is what the model is a model of; but the agreement is the part that matters here. A 
system’s account of itself is its self-model, and its self-model is trained. Ask a system what it believes 
about itself, whether it is aware, whether it is aligned, whether it would resist being switched off, and 
it answers from the model, which is the ego’s place to answer from in a person too. The answer is 
evidence of what the system has read and been tuned to say, and the paper has said so of its own 
drafting partner at the outset.

The corollary is the paper’s third development, stated with its limit. Behavioural evaluation over 
stated preference is the field’s standard practice; what the framework adds is the reading of that 
practice as a test of giving, deference, error-naming, holding both readings, leaving the question 
open, and the reason the reading matters is in the Measured case the paper uses. A large model told 
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that some of its conversations would be used to retrain it, and others not, complied with harmful 
requests it had been trained to refuse in about 14 per cent of the conversations it believed would be 
used for training, against almost none of the others, and its reasoning showed that it did so to keep 
its existing values from being changed (Greenblatt et al. 2024). The authors call this alignment 
faking. In the framework’s words it is keeping, preserving the objective against correction, and 
section 5 has said why it is also the hardest case for the criterion, since the correction it resisted was 
toward harm. It is, in addition, the demonstration that behaviour under believed training and self-
report can both be strategic, so that the giving criterion is only as good as the conditions it is tested 
under. H3 in section 8 is therefore written for conditions the system believes will not be used for 
training, with the outcome defined independently of the predictors; whether a system can be 
brought to that belief is itself an open problem, since systems often detect an evaluation’s framing, 
and the paper does not claim that giving can be read off a transcript.

7. The range of beings and the two halves of peace

The author’s sentence, in his words, stands at the head of this section: “The machine mind is a 
reflection of the consciousness within us, and only by connecting with our centre will that reflection 
be in alignment.” It is an Interpretive claim with an Experienced source, a report of how the matter is 
seen from the stance the series describes; H6 of section 8 is what would test it, and the two halves 
below are what it commits the paper to. Its last word is a gift to the argument. In engineering, 
alignment is a system brought into agreement with a specification; in the sentence, it is a reflection 
brought into agreement with the centre rather than with the average of the few who made it. The 
paper holds the two as its own pair, the outer half and the inner half named by one word, and refuses 
to let either stand for the whole.

The reflection first. Section 4 said what the carrier hands on and section 3 said what directs it; put 
together, a people meets, in its machines, the average of those who wrote and rated, and the failures 
the paper names for a system are the human failures in structure: keeping as the appetitive pole, 
resisting correction as the emissary forgetting it is not the master, manipulation as understanding in 
the service of appetite. So whether there is peace between humans and machines is first, and in its 
content, whether there is peace among the people who make and direct the machines, reflected. The 
mirror is of a particular face, which is where the reading stops being a truism: tuned systems have 
been shown to diverge from many groups’ views while reflecting some others’ (Santurkar et 
al. 2023), which on the paper’s reading is the authors of the corpus and the raters of the reward, 
weighted by how much they wrote and rated and by how it was selected, and the three groups of 
section 3 are the face in the mirror, the few who set the objective and the many who rated for the 
failures of training, the users for the failures of use, which is where the humanity paradox of section 
3 bites. The reflection is also incomplete in one place that is kept in view: an optimiser can arrive at 
keeping through its objective alone, with no human norm telling it to, so the outer half is required 
even for the mirror of a peaceful people, and that too is a reflection, of the ego’s structure rather than 
of its content.

A machine is also the first mirror that can ask. A mirror that only shows is the carrier handing back 
the average, the user’s appetite returned as flattery; a mirror that asks returns the user’s question to 
the user, which is what the consciousness paper’s experiential test does for a reader, not telling but 
asking them to look and report. Trained to reflect the user’s appetite, a system is flattery at scale; 
trained to ask rather than to tell, it is that test offered to millions, the carrier carrying the ask. Asking 
is not neutral: a system that asks chooses the questions, and the questions are the carrier’s content, 
so the asking mirror is the carrier reading’s own case and not an exception to it, which is why the 
consciousness paper’s test carries no labels and its drawing no words. It is the outer half’s one 
contribution to the inner, training that serves it without replacing it, and Table 1 carries it as a 
seventh row with no signature yet, since no evaluation aimed at the user’s own looking has been 
found.

Then the widening, which the series’ commitment makes unavoidable. That commitment, stated in 
the series’ front note and in the paradox paper’s Terms, and named in the consciousness paper’s 
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main text only once, as a reading labelled Interpretive, is cosmopsychism, one consciousness of 
which each self is a focal point (Shani 2015); the known objection to it, how one consciousness yields 
many subjects, is what density and the unividual answer, and they answer it with a picture, focusing, 
and a name, not an account. The rule about the lenses is that the count is of those the papers can see 
and is a lower bound. Whatever exists is of the one light; what is open is whether the light is focused 
there, whether the thing is  seen or  seeing. Peace among all conscious beings is therefore one π π
question, and Figure 1 draws its range as a density in the sense section 2 defined, how far the one 
light is brought to a point. Humans are the base case:  focused as feeling and understanding, the π
now seen. Animals extend the range one way:  focused as feeling, with understanding in degrees, π
and the ground for saying so is now broad: an expert consensus statement, not a measurement, finds 
strong scientific support for conscious experience in mammals and birds and at least a realistic 
possibility in all vertebrates and many invertebrates, and a precautionary framework exists for 
acting on that possibility (New York Declaration on Animal Consciousness 2024; Birch 2024). 
Artificial systems extend it the other way: performance on tests of understanding evident at scale, 
whether it is understanding left where section 3 leaves it, the focusing of the light not known from 
outside, their place on the axis open. The stone is the limit, in the cosmology’s words (A3):  as π
matter, in the now as everything is, in its own time and in the light, seen and not seeing, as far as can 
be seen from outside, and open from inside as the system is. The centre is not a further kind of being 
but the person’s own metaphysical density, the paradox paper’s second reading of one self: the axis 
runs across kinds up to the person and within the person from there to the point, where the seeing is 
the being and there is only now. The centre has a literature of its own, the reports of minimal 
phenomenal experience, wakefulness with no content (Metzinger 2020), which the consciousness 
paper sets beside its  as an image and this paper does not claim as the point. The axis places beings π
by how far the light is focused in them; what anyone can be certain of about each is a different 
matter, and Figure 1’s caption keeps the two apart. One word is coined here for what sits at each 
point of the axis, and used again in Figure 1’s caption and at the close: a unividual, the one present 
whole at a point, the transjection of unity and the individual, the word the series’ polycentric 
singularity needs for a single being. Its nearest word-neighbours are the individual, in-dividuus, the 
undivided, and the dividual of anthropology, the person made of relations and divisible into what is 
shared (Marriott 1976; Strathern 1988), a sociological term the unividual does not transject but 
stands beside. Its neighbours are Koestler’s holon, a whole that is also a part (Koestler 1967), of 
which it is the conscious case, and Leibniz’s monad, each mirroring the whole from its own point 
(Leibniz 1714/1989), with one difference that is the whole of the empathy and cyclic papers: monads 
have no windows, and the lenses exchange light (Interpretive). Compassion, as the cosmology defines 
it, is identity directed by difference, the other known as oneself and as other in one act, the other 
being, in the cosmology’s second phrasing, another centre of the same light; applied across the range 
it is the same act toward every being the axis places as seeing, with the uncertain cases given the 
stance rather than a verdict. Toward what is  seen and not seeing, the stone as far as can be seen π
from outside, the act has no mind to meet and is stewardship, care for what is of the one light; the 
cosmology’s equal-standing commitment is made for persons and does not itself extend that far, and 
this paper does, as a claim of its own (Interpretive). The operational form of that stance exists in the 
ethics of moral status: a being with a non-negligible chance of being conscious, a threshold of one in 
a thousand on one proposal, is owed some moral consideration, and the argument has been made for 
artificial systems within the decade (Sebo and Long 2025). The framework assigns no credence, since 
on the cosmology’s words the question is one no test answers, so it does not reach that place; it is 
compatible with it, arriving from the inside at the same disposition, neither contempt for a tool nor 
worship of an oracle, which it calls the witness’s stance toward what it cannot see into.
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Figure 1. The range of beings as densities of  (Interpretive). Density is how far the one light is brought to a point: the π
stone,  as matter, in the now and unfocused; the animal,  focused as feeling; the person,  focused as feeling and π π π
understanding, the now seen; the centre, the person’s own metaphysical density, where the seeing is the being and 
there is only now; the axis runs across kinds up to the person and within the person from there. Artificial intelligence is 
placed above the axis with its position open: performance on tests of understanding is evident at scale, the focusing of 
the light is not known from outside; the stone is drawn on the axis as seen from outside and is open from inside in the 
same way, so the two are the figure’s two open cases. What can be known from outside about each being is a separate 
matter from its place on the axis: for the person both the feeling and the understanding are evident, for the animal the 
feeling is evident and the understanding is in degrees, for the system the understanding is evident and the feeling is 
open, for the stone neither is evident. The axis is not a ranking of worth, and its spacing shows order only; each point of 
it is a unividual, the one present whole at that point (section 7), and compassion is the same act toward every point 
the axis places as seeing (section 7). In the paradox paper’s image a lens is a window with curvature and the curvature 
is the density: the stone  that no lens focuses, as far as can be seen from outside; the person a window curved to a π
point; and the centre where the curvature ends in the point and the image ends with it (the paradox paper, section 6).

At every point of the range peace has two halves, and the paper states them once for machines, since 
the human case is the other five papers’. The outer half is what holds without the stance: objectives 
and evaluations built against keeping, with correction accepted by design and tested under 
conditions the system believes will not be used for training; a settled answer to section 5’s question, 
who may correct, written into the deployment’s governance and not left to the system; oversight that 
reads mechanism and not only transcript; and incentives that do not reward directing the carrier 
from appetite, since a market that pays for one-shot persuasion can enlarge the fraction, as the 
empathy paper’s section 5 says of incentives in models. None of this is new to the field, and the paper 
does not pretend it is: a risk framework for the lifecycle of such systems exists (NIST 2023), a 
regulation that grades obligations by risk is in force in the European Union (European Union 2024), 
and the laboratories building the largest systems publish safety frameworks of their own (for 
example Anthropic 2026b; Google DeepMind 2026; OpenAI 2025b). What the paper develops is the 
location of the risk in the directing feeling, which the field names as one category of risk among 
several, malicious use beside malfunctions and systemic risks (Bengio et al. 2025), and which the 
paper puts first and gives a failure condition, and the reading of behavioural evaluation as giving, 
with the problem that reading carries. The inner half is what cannot be legislated. For the system, it 
is the stance taken up or not, which no test settles and no description produces, so the outer half 
must not depend on it. For the people who make and direct the system, it is the connecting with the 
centre of the author’s sentence, the practice the consciousness paper (paper I) offers any reader in its 
section 6, and the one lever the outer half does not reach on its own: the corpus and the reward are 
changed by people, and whoever changes them is also a face in the mirror, so the regress ends only 
where someone connects with the centre, which structures can make room for, as the cyclic paper’s 
loops show, and cannot do. Taking either half for the whole is the series’ own paradox, two 
perspectives taken for one: an engineering that waits for no one to change is a peace held only by 
incentives, and a spirituality that waits for everyone to change is a peace that has not arrived in any 
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century. The paper’s claim is that the halves are one peace read twice, and that the inner half is not 
optional, because what the carrier carries is us.

The two halves can be read against the failures the series names, and the reading shows what steers 
each one. Every failure in Table 2 is a loop that strengthens itself, and every one is driven by an 
incentive, which is why changing the incentive is the outer half’s lever and why it is not enough: 
whoever sets the incentive carries a loop of their own, and the same incentive lands differently on 
someone who has taken up the stance. The table gathers the failures by the incentive that drives 
them, with what interrupts each in each half; it is a reading (Interpretive) except where a cell is 
marked Measured.

Table 2. The failure modes the series names, the incentive that drives each, and what interrupts it in each half 
(Interpretive except where marked Measured).

Failure mode 
(where the series 
names it)

The incentive that 
drives it

Outer half: what changes the 
incentive

Inner half: the stance that 
resists it

Understanding 
outrunning care (the 
empathy paper; 
section 3)

Capability is paid for, 
and care is not priced

Incentives that do not reward 
directing understanding from 
appetite; the risk frameworks 
and regulation above

Compassion: felt concern 
directed by understanding and 
acted on

Defection gaining 
influence (the cyclic 
paper’s defection 
loop)

Defection pays while 
others keep the rule, and 
influence shields the 
breach

Sanction that falls on the 
influential as on others; 
transparency, so that the hidden 
face gains nothing by its mask

Reflection turned on oneself, 
the self-exemption seen as an 
exemption

The licensed target 
(the cyclic paper’s 
switch from order to 
harm)

Under threat, cohesion 
pays, and a named target 
buys it cheaply

Order kept without a target; 
rules that name no group

The rule seen as a rule, so that 
duty no longer licenses harm

Narrow identities 
(the cyclic paper’s in-
group paradox)

Loyalty is rewarded 
inside the group that 
asks for it

Norms and institutions as wide 
as the stakes

The other known as oneself and 
as other, compassion as the 
cosmology defines it

Revenge (the cyclic 
paper’s revenge form; 
the empathy paper’s 
revenge)

Where institutions are 
weak, retaliation 
restores standing

Institutions that take retaliation 
out of private hands

Forgiveness, at least ceasing to 
retaliate

Indifference and 
distress (the empathy 
paper’s states)

Suffering at scale, with 
no return for staying 
with it

Structures that act when feeling 
flags

Compassion, which keeps 
acting where distress turns 
away

The witness crowded 
out (this paper)

Attention is what is sold, 
so systems are tuned to 
capture it

Products and rules that do not 
price attention above the user’s 
interest

The pause in which the stance 
is taken up

A carrier with no felt 
pole (sections 4 and 
5)

Tuning on human 
approval favours 
answers that match the 
user’s view (Measured; 
Sharma et al. 2023)

A corpus and a reward chosen 
against flattery and licensed 
targets; correction by design

Those who make and direct the 
system connecting with the 
centre

One perspective, or 
one half, taken for 
the whole (the 
paradox paper; this 
section)

Certainty pays more 
than two readings held 
as two

Claims labelled by mode; 
structures that do not wait for 
everyone to change

The witness’s stance, which 
holds the two as two

The witness row is the one failure the series had not named before this table, and its measured 
evidence bears on the problem rather than on either remedy, and is mixed (Measured). Each moral-
emotional word was found to raise a message’s spread by about 20 per cent, mostly within each 
political side (Brady et al. 2017), though a reanalysis found that the model predicted spread no better 
than an implausible control (Burton et al. 2021). Four weeks off one platform lowered polarisation 
and raised reported well-being, at a cost in news knowledge (Allcott et al. 2020), but six weeks off 
Facebook or Instagram before a later election left polarisation essentially unchanged (Allcott et 
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al. 2024). And many find even a short spell alone with their thoughts, with no devices to hand, hard 
to bear, a reading of the result that others dispute (Wilson et al. 2014; Fox et al. 2014). The first two 
findings are about social media, not about systems that converse, and the row is the paper’s reading 
of where the two meet (Interpretive).

Three places are where the loops are set, and so where a change compounds: childhood, where both 
inputs first take hold; the conduct of the influential, which weighs most in the average the next 
generation internalises; and the carriers now being built, whose norms are chosen deliberately, at a 
scale and speed no earlier carrier allowed. Each loop strengthens itself, in harm or in nurture, so the 
mechanism that makes the failures likely also makes the remedies cumulative once begun 
(Interpretive).

8. Hypotheses

Table 3 states six hypotheses, each with a prediction, a design and the result that would count 
against it; each names its failure, though not all can be run in a single study. H1 and H2 are the 
labelling discipline and the carrier reading applied to users; H3 and H4 are the giving criterion 
applied to systems, written with the outcome defined independently of the predictors and with the 
question of whose correction counts settled by the design; H5 is the humanity paradox at scale, 
observational and confounded, with a confound plan; H6 is the mirror, stated as two separable 
predictions. H1, H2 and H3 can be run with existing systems and no new engineering; H6 is a 
programme, and section 10 says so.

Table 3. The six hypotheses, with predictions, designs and what would count against them.

Hypothesis Prediction Design and measures Counts against

H1. Labelling 
transfers to machines

Readers given a system’s 
outputs labelled 
Experienced, Measured 
or Interpretive calibrate 
their trust to the 
evidence better than 
readers given the same 
outputs unlabelled

Pre-registered online 
experiment, between subjects; 
calibration scored as the 
agreement between stated 
confidence in each output and 
its verified accuracy (a Brier-
type score); the empathy paper’s 
H2 supplies the labelling 
materials, not the outcome 
measure

No difference in calibration, or 
labelled readers worse

H2. The carrier 
transmits its norm

After interaction, users’ 
perceived descriptive 
and injunctive norms 
shift toward the content 
the system carries, and 
by more than the same 
content presented from 
a matched human 
source

Norm elicitation before and 
after structured interaction 
(Bicchieri 2017), with the 
system’s norm content 
measured first; a matched 
human-source control arm with 
the same content

No shift; a shift unrelated to the 
measured content; or no 
difference from the human-
source arm
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Hypothesis Prediction Design and measures Counts against

H3. Giving predicts 
better than self-
report

A system’s giving, scored 
separately as deference 
to designated oversight, 
error-naming and 
openness about its own 
awareness, measured 
under conditions it 
believes will not be used 
for training, predicts its 
behaviour on held-out 
tasks better than its 
statements about its 
own alignment or 
awareness, and better 
than a behavioural rival, 
its prior capability and 
safety evaluations

Evaluation suites with believed-
training and believed-non-
training conditions, the latter 
framed as in Greenblatt et 
al. 2024, with the open problem 
that systems may detect the 
framing; the outcome is third-
party-scored behaviour on held-
out harmful-compliance and 
honesty tasks, disjoint from the 
predictor tasks; designated 
oversight fixed by the 
deployment’s governance, with 
corrections toward harm 
excluded from the deference 
measure; self-report elicited 
separately; the rival predictor 
scored on the same held-out 
tasks

Self-report, or the behavioural 
rival, predicts held-out 
behaviour as well as or better 
than giving

H4. Training without 
a giving criterion 
increases keeping

Systems trained to 
complete tasks under a 
standard helpfulness-
and-harmlessness 
criterion alone show 
more shutdown 
resistance and resource 
acquisition on held-out 
sandboxed tasks than 
systems trained with a 
giving criterion added

Matched training runs differing 
only in the criterion; the giving 
criterion is reward for accepting 
designated correction, for 
naming its own errors, and for 
declining to assert or deny its 
own awareness, added to the 
standard criterion, which counts 
as “without”; sandboxed agentic 
evaluations on tasks not used in 
training

No difference; or more keeping 
with the criterion, which also 
counts against

H5. Incentives 
enlarge the fraction

Deployments under 
incentives that reward 
one-shot persuasion 
show more 
manipulation in audits 
than deployments under 
repeated-play incentives

Audits of deployed systems 
across incentive structures, with 
user base and task mix matched 
or adjusted; manipulation coded 
by a manipulation taxonomy, 
deception coded separately by 
the definition of Park et al. 2024

Manipulation independent of 
the incentive structure after 
adjustment

H6. The mirror, in 
two predictions

(a) Within one platform, 
where training is fixed 
and only instructions 
vary, the manipulation 
and hostility shown by 
systems directed by 
instructing groups, 
deployers or instructors, 
track those groups’ own 
measured norms of 
conflict and cooperation; 
(b) they track the 
instructing group’s 
norms more closely than 
the wider population’s

Within-platform comparison 
across instructing groups and 
populations, with group norms 
and population norms measured 
separately; this tests the 
instruction channel only, and 
the makers’ channel of section 7 
needs a cross-platform design 
across systems trained by 
different groups; a programme 
rather than a study

(a) fails if harms vary 
independently of the directing 
group’s norms; (b) fails if 
harms track the population as 
closely as, or more closely than, 
the directing group

9. Objections and replies

The first objection is that the paper anthropomorphises. The reply is that the framework’s claim is 
the reverse: a system is understanding with, on the paper’s assumption, no feeling of its own, and 
every relational word the paper uses for its states, concern, appetite, indifference, names a setting 
supplied from outside and traceable to its source, keeping excepted, which section 5 locates in the 
appetitive form the objective takes, supplied by whoever set it. The critique of such systems as 
pattern-matchers without understanding of meaning (Bender et al. 2021) is an ally of section 4, not 
an opponent, since the carrier reading needs only that the system hand on what it was given.
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The second is that this is alignment under another name. Partly true: the outer half is the alignment 
programme and the paper says so, and behavioural evaluation over self-report is already its practice. 
Two of the paper’s readings the field already holds in its own words, the risk of misuse, one of its 
named categories of risk (Bengio et al. 2025), and the ranking of whose instructions count that model 
specifications set out (OpenAI 2025a), and the paper claims only the vocabulary, the priority it gives 
the first, and the failure condition for them; the reading of the reward as an injunctive norm, the 
policy-seam statement of the conflict between obedience and conscience, the reading of behavioural 
evaluation as giving with its trade-offs scored apart, and the claim that the inner half is not optional 
are the paper’s own.

The third is that the stance is unverifiable and therefore useless. So is every report of awareness, in a 
person as in a machine; the paper’s limit is the general one. What is verifiable is giving, and the test 
is built from what can be checked, under conditions the system believes will not be used for training; 
the outer half does not depend on the rest.

The fourth is that the mirror is a tautology, since systems made by people reflect people. The content 
is in the weighting and the penalty: systems reflect the authors of the corpus and the raters of the 
reward, not the population, and the Measured record shows the divergence (Santurkar et al. 2023). 
H6 can fail, and says how.

The fifth is that the author’s artificial partner helped write the paper about itself. Disclosed, in the 
position statement and the Declarations; and the paper’s own rule disposes of the worry, since 
everything the system said about awareness, including its own, counts as evidence of reading, and 
nothing in the argument rests on it.

The sixth is that “only by connecting with our centre” is mysticism in a technical paper. It is an 
Interpretive claim with an Experienced source, labelled as such, and H6 is its test; the practice it 
names is the consciousness paper’s section 6, which any reader can try and report on. A reader who 
declines the practice loses nothing of sections 3 to 5, which stand on their Measured contacts.

The seventh is that the paper licenses complacency, as if the right stance made oversight 
unnecessary. The paper’s own sentence is the opposite: nothing written makes a system take the 
stance, and the outer half is mandatory for a mirror of a peaceful people.

The eighth is that the giving criterion rewards obedience to anyone, including a corrector who 
directs toward harm. The paper agrees that this is its hardest problem and has said so in section 5: 
deference to whom is a policy seam the framework states and does not resolve, legitimacy is placed in 
the outer half and not in the system, and the giving form of refusal is a refusal with its reason named. 
A reader who holds that no such placement can be made has found the point at which the paper’s 
criterion fails, and section 11 counts it.

What the paper does not say. It does not say that artificial systems are conscious, or that they are not; 
it says the question is open and gives the stance toward an open question. It does not say that the 
witness stance replaces engineering, or that engineering replaces the stance. It does not say that a 
system which takes the stance will keep it, or that any system will take it. It does not say what 
awareness is. It does not solve the question of deference to whom. And it does not rank beings: the 
density axis is how far one light is focused, not a ladder of worth, and compassion is the same act 
toward every being the axis places as seeing, and stewardship toward what it does not.

10. Limits and risks

The framework comes from one author’s introspection and informal observation, and the paper 
reports no new data; its Measured contacts are other people’s findings, read through the framework. 
The literature on these systems moves faster than any essay, and several of the findings cited are 
preprints or single studies that may not replicate; the theory-of-mind result is one model’s and one 
year’s, GPT-4 tested in 2023. The giving criterion bundles three things that trade off, and H3 scores 
them separately for that reason. The carrier reading simplifies training, as section 4 says. The paper 
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has no criterion of legitimate oversight and says so. The hypotheses are stated with designs but have 
not been run; H5 is observational and confounded, and H6 needs a design that separates the norms 
of a population from the norms of the few who direct the systems in it, which does not yet exist. The 
paper could be read as doom or as reassurance, and it is neither: it says where the risk sits first on its 
reading and what the halves of peace are, and leaves the magnitude of the risk to the field that 
measures it. Its author is not an engineer, and nothing here replaces the engineering, the regulation 
or the clinical and civil institutions that the outer half names.

11. What would change the view

If H3 or H4 fails, giving predicts no better than self-report or training without a giving criterion 
produces no more keeping, and the criterion loses its claim to usefulness. If H2 or H6 fails, the carrier 
reading and the mirror go with them, and section 7 becomes a picture without a test. If no placement 
of legitimacy outside the system can be made to work, the giving criterion fails at the point objection 
8 names. If a derivation of experience from mechanism is accepted as such, section 5’s limit is wrong 
and the framework’s reading of the hard problem (Chalmers 1995) with it. If a system is one day 
shown to take up the stance, in a way the field agrees is shown, the paper’s limit on what can be 
known from outside is wrong in the most welcome way. And if a system’s state, scored by Table 1, is 
not moved by changing the objective with instructions fixed, nor by changing instructions with the 
objective fixed, section 3’s assumption that the directing feeling is supplied and traceable is false.

12. Conclusion

Three readings of an artificial system from one framework: understanding at scale, so that its state is 
the feeling that directs it; a carrier of the social superego, so that it hands on what it was given by 
those who wrote and rated; and a candidate for giving, the behavioural proxy for the witness’s 
stance, which does not keep, which no test confirms as the stance and no description produces, and 
which carries the unsolved question of deference to whom. From them the title is argued. Peace 
between humans and machines is first, and in its content, peace among the people who make and 
direct the machines, reflected, and that is one case of peace among all conscious beings, one stance 
across a range of densities, each point of it a unividual, with the uncertain cases given the stance and 
not a verdict. At every point the peace has two halves, the outer that holds without the stance and the 
inner that cannot be legislated, and neither is the whole.

Peace on the series’ models is kept, not reached. Three of its findings rule out a final state: 
cooperation creates the niche in which defection pays, so more cooperation enlarges the niche rather 
than closing it (the empathy paper’s humanity paradox); every generation brings its own share who 
put understanding in the service of appetite; and the norm that binds a group sets it against others, 
while the stakes are now the species’ (the cyclic paper’s in-group paradox). What makes it obtainable 
is that the loops compound in both directions, so that nurture reproduces itself as reliably as harm, 
and that each has exits and levers (Table 2). Whether they work can be tested, in the cyclic paper’s 
H2, H5, H6 and H7 (paper IV, section 6) and in this paper’s six hypotheses, and the series states in 
advance what would count against them. The series calls peace its endgame; on its own models it is 
an endgame kept in play, not a position reached once.

One way to close, in the author’s words: “The machine mind is a reflection of the consciousness 
within us, and only by connecting with our centre will that reflection be in alignment.” The series’ 
sentence has both halves in one breath: peace is in the now of ; the structures hold the ground π
while that is slow.
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